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Abstract

In this work, a novel approach for the initialization of switch-
ing linear dynamic models (SLDMs) as dynamic models for the
trajectory of speech features is proposed. Borrowing ideas from
the ”k-means++”-algorithm, the goal of this approach is to find
distinctly different SLDMs, modelling the complex dynamics of
the speech features, already at the initialization stage of a subse-
quently following ”expectation-maximization (EM)”-algorithm.
Experimental results comparing differently initialized SLDMs in
a model-based speech feature enhancement scheme show the su-
periority of the proposed initialization routine in terms of a re-
duced word error rate on an automatic speech recognition task.

1 Introduction

Model-based speech feature enhancement in a Bayesian frame-
work aims at the estimation of the posterior distribution of the
clean, i.e. uncorrupted, speech feature in adverse, e.g. reverber-
ant or noisy, recording environments. Knowledge of this pos-
terior enables one to compute an optimal estimate of the clean
speech feature with respect to any criterion, e.g. the minimum
mean squared error (MMSE) estimate equals its mean [1, 2].

However, this approach requires the a priori distribution of
the clean speech features, or an approximation thereof, to be
given. Switching linear dynamic models (SLDMs) represent an
interesting approximation of the true distribution of the clean
speech feature as they are able to capture both inter- and intra-
frame correlations.

The trajectory of the clean speech features

{xm ∈ R
D|m ∈ N} of an utterance, with m denoting the

discrete time index, is described by a set of I stochastic, inter-
acting models. The i-th model (1 ≤ i ≤ I) thereby describes the
transition of the clean speech feature vectors between adjacent
time indices as a linear transformation afflicted with uncertainty
having a Gaussian distribution, giving

p(xm|xm−1,sm = i) = N (Aixm−1+bi,Vi) . (1)

The distribution of the first clean speech feature vector can be
modelled as a mixture of Gaussians (GMM) with mixture com-
ponents

p(x1|s1 = i) = N (µ i,Σi) . (2)

The unknown, hidden membership variable sm, indicating the
model being active at time instant m, is modelled by an ergodic
Markov process with I states, characterized by the state transi-
tion probabilities ai j = P(sm+1 = j|sm = i) and the initial state
probabilities πi = P(s1 = i).

All unknown model parameters can be estimated using
the ”expectation-maximization (EM)”-algorithm [3] which itera-
tively maximizes the likelihood of the given training data. The
EM-algorithm is known to only give locally optimal solutions
to the estimation problem and as such is highly sensitive to the
choice of the initial set of model parameters. However, initial-
ization of SLDMs has not gained much attention in literature and
the rare existing approaches are, moreover, unsatisfying.

Thus, for instance, Deng et al [1] propose to initialize the
transition matricesAi by identity matrices and apply the ”fuzzy-
c-means (FCM)”-algorithm to group the difference vector ∆x :=
xm −xm−1 into I clusters with means bi. Another approach,
adopting the approach used for the training of the GMMs of the

acoustic model [4], iteratively splits an existing model i into 2
new models by shifting the mean bi in two opposite directions
given by the covariance matrix Vi and adapting the new covari-
ance matrices and transition probabilities accordingly.

However, both initialization approaches make no attempt to
provide distinctly different models, as the resulting initial models
share the same state transition matrices Ai. This, however, con-
tradicts the main idea of different models representing different
dynamic behavior of the clean speech feature trajectory.

Hence, a new approach to the initialization of SLDMs’ pa-
rameters based on the ”k-means++”-algorithm [5] will be de-
scribed in the following. The proposed initialization algorithm is
of stochastic nature and tries to find significantly different cluster
centroids.

2 Model Initialization

We assume that we are given L independent training utterances,

where the l-th utterance consists of the Ml vectors x
(l)
1 , ...,x

(l)
Ml
.

For the initialization of the GMM mean vectors µ i, i ∈ {1, ..., I},
to be used in the model for the first feature vector of each
utterance, see (2), we employ the ”k-means++”-initialization
method, which is given by the first part of Algorithm 1. The
idea of the “k-means++”-initialization is to successively draw
the mean vectors µ1, ...,µI from the set of all first vectors

X1 :=
{

x
(l)
1 |l ∈ {1, ...,L}

}

. The difference of the “k-means++”-

initialization to other algorithms consists of the particular distri-
bution, which is imposed on the set X1. For the first mean vec-
tor µ1 a uniform distribution on X1 is employed, arguing that
there is no reason to prefer any vector. However, when drawing
the further mean vectors µ i, i ∈ {2, ..., I}, the probability of each
vector element in X1 to be drawn and assigned to µ i is propor-
tional to its distance to the set of previously drawn mean vectors
{µ1, ...,µ i−1}, which is given by (6) further below. The idea be-
hind this approach is to prevent vectors from X1 to be drawn,
which are very close to the set of previously drawn mean vec-
tors and thus are likely to originate from the same cluster. On the
other hand, although insignificant outliers in X1 have a great dis-
tance to the set of previously drawn mean vectors, the probability
to draw one of them is small, since the overall number of outliers
is per definition small. In [5] it is shown that the expected value
of the overall distance after the initialization of I centers

DINIT :=
L

∑
l=1

min
1≤i≤I

∥

∥

∥
µ i−x

(l)
1

∥

∥

∥

2
, (3)

which is to be minimized for an optimal clustering, satisfies

E [DINIT]≤ 8(log I+2)DOPT (4)

with DOPT being the minimum distance possible using I cluster
centers and E [·] denoting the expected value.

The second part of Algorithm 1 consists of computing the
GMM weights πi and covariance matrices Σi, i ∈ {1, ..., I}. For
that purpose, each vector in X1 is first assigned to its nearest
mean vector µ i. The resulting index sets Mi defined by (7) allow
to compute πi as the relative number of vectors in each set Mi

and Σi as the empirical covariance matrix of all vectors in Mi.

The rationale behind the “k-means++”-initialization ap-
proach may be transferred to the initialization of SLDMs as sum-
marized in Algorithm 2. Rather than initializing individual mean



Algorithm 1 Initialization of GMM parameters

for i= 1..I do
1. Draw an index li ∈ {1, ...,L} randomly with probability

P(li) :=

{

1
L

if i= 1
D(li)

∑L
l=1D(l)

else
, (5)

where

D(l) := min
1≤ j≤i−1

∥

∥

∥
µ j−x

(l)
1

∥

∥

∥

2
(6)

denotes the minimum squared distance of x
(l)
1 to the pre-

viously drawn mean vectors.

2. Set µ i := x
(li)
1 .

end for
for i= 1..I do
1. Compute the index set

Mi :=
{

l|s
(l)
1 = i, l ∈ {1, ...,L}

}

(7)

with s
(l)
1 := argmin1≤ j≤I

∥

∥

∥
µ j−x

(l)
1

∥

∥

∥

2
.

2. Set πi := |Mi|/L.

3. Set Σi :=
1

|Mi|
∑l∈Mi

(

µ i−x
(l)
1

)(

µ i−x
(l)
1

)†
.

end for

vectors µ i like in algorithm 1, now the complete sets of model
parameters Si := {Ai,bi,Vi} are computed according to (9) by
linear regression on a short sequence of N feature vectors, which
is assumed to be characterized by a single dynamic model. In
contrast to the GMM initialization, where the candidates for each
mean vector µ i are explicitly contained in the set X1 of the first
vectors of all utterances, for SLDM initialization the candidates
for each set Si are implicitly determined by all possible feature
vector sequences of length N. Each sequence is uniquely deter-
mined by the index of the corresponding utterance and the index
of the first vector of the sequence within the utterance. Similar to
the GMM initialization, each possible pair of indices is equally
likely to be drawn for the computation of S1. For the computa-
tion of the parameters of Si, i ∈ {2, ..., I} the probability of an
individual vector sequence to be drawn depends on its distance to
all previously computed linear dynamic models (LDMs), where
now the Mahalanobis distance (8) is employed.

Computing the parameters of the individual linear dynamic
models on short feature vector sequences delivers models char-
acterizing local dynamic behavior of the feature vector trajectory.
The assumption of a single model being active for the duration of
several successive time instants is physically reasonable consid-
ering the inertia of the human vocal tract. However, the sequence
length N is debatable. On the one hand, N should be small to
guarantee the sequence to stem from a single LDM only. On
the other hand, it is also necessary to prevent the system of lin-
ear equations (9), which has to be solved for linear regression, to
be underdetermined, which motivates larges values for N. Since
the former is considered to be the critical issue in order to ob-
tain distinctly different SLDMs, the later requirement is relaxed
by constraining the state transition matrices Ai to exhibit a band
structure, which is stated in (10). Nevertheless, this constraint
may be physically justified by the fact that, if spectral speech fea-
ture vectors are considered, significant correlations occur in gen-
eral between feature vector components, which are close to each
other.

Based on the stochastic nature of the initialization algorithm,
some outlier models might still be added to the set of representa-
tive models. To avoid that situation, we propose to compute the
occurrence probability Pj of each model j with 1≤ j≤ i after the
initialization of the i-th dynamic model and then to drop all mod-
els j with Pj < c ·max1≤o≤iPo. The constant c is chosen from the
open interval ]0,1[ and determines the minimum required ratio
of each model propability to the maximum one. Thus, underrep-
resented models are discarded already at the initialization stage,

Algorithm 2 Initialization of SLDM parameters (part 1)

Set i := 1.

while (i≤ I) do

1. Draw an index pair
(

li,mli

)

randomly from the set

{(l,ml)|l ∈ {1, ...,L},ml ∈ {1, ...,Ml −N+1}} with the

probability

P(li,mli) :=







1

∑L
l=1Ml−N+1

if i= 1

D(li,mli
)

∑L
l=1 ∑

Ml
ml=1D(l,ml)

else
,

where

D(l,ml) := min
1≤ j≤i−1

D j(l,ml) (8)

with

D j(l,ml) :=
1

N

N

∑
n=1

[

e j(l,ml +n)
]†
V−1

j

[

e j(l,ml +n)
]

e j(l,ml) := x
(l)
ml

−A jx
(l)
ml−1−b j

denotes the minimum Mahalanobis distance of the sequence

xml
, ...,xml+N to the set of previously computed linear dy-

namic models.

2. Compute the matrix Ai and the vector bi from the least

squares solution of

[

Ai bi

]

[

x
(li)
mli

... x
(li)
mli

+N−1

1 ... 1

]

=
[

x
(li)
mli

+1 ... x
(li)
mli

+N

]

(9)

under the constraint

Ai[r, t] = 0 for |r− t|> ⌊N/2⌋−1. (10)

3. Compute the covariance matrix V i by

V i :=
1

N

N

∑
n=1

[

ei
(

li,mli +n
)][

ei
(

li,mli +n
)]†

.

4. for j = 1..i do

(a) Compute the index set

M j :=
{

(l,ml )|s
(l)
ml

= j, l ∈ {1, ...,L},ml ∈ {1, ...,Ml −N}
}

with s
(l)
ml

:= argmin1≤o≤iDo(l,ml).

(b) Compute the empirical model probabilities by

Pj :=

∣

∣M j

∣

∣

∑L
l=1Ml −N+1

. (11)

end for

5. Compute the maximum model probability PMAX :=
max1≤ j≤iPj and the index set of all well represented models

I :=
{

j|1≤ j ≤ i,Pj ≥ c ·PMAX

}

. (12)

where c is an appropriate constant with 0< c< 1.

6. Keep only models whose indices are in the set I and assign

new unique indices ∈ {1, ..., |I |} to them.

7. Set i := |I |+1.

end while



which in general prevents the covariance matrices Vi from be-
coming singular at the successive EM iteration stage as a result
of too few model specific data.

Having initialized the set of all linear dynamic models using
Algorithm 2, the corresponding model transition probabilities ai j
may be computed with algorithm 3 in analogy to the computation
of the model probabilities πi in the GMM initialization.

Algorithm 3 Initialization of SLDM parameters (part 2)

for i= 1..I do

1. Compute the index set

Mi :=
{

(l,ml )|s
(l)
ml

= i, l ∈ {1, ...,L},ml ∈ {1, ...,Ml −N}
}

with s
(l)
ml

:= argmin1≤ j≤ID j(l,ml).

2. for j = 1..I do

(a) Compute the index set

Mi, j :=
{

( l,ml ,ml+1)|s(l,ml ) = i,s(l,ml+1) = j,

l ∈ {1, ...,L},ml ∈ {1, ...,Ml −N}
}

(b) Set ai, j :=
∣

∣Mi, j

∣

∣/ |Mi| .

end for

end for

2.1 Choice of number of models

While executing the while loop in Algorithm 2 the situation might
occur that new models are discarded in several successive runs
immediately after they have been computed. Such occurrence of
successive discards would give a hint that no further well repre-
sented models may be derived from the training data and that a
reasonable number of models has been reached. For that reason
an abort criterion may be introduced, which might be used as an
indicator for an appropriate number of models, and which would
in addition guarantee the while loop to be definitely left after a
finite number of runs.

For the derivation of the abort criterion we assume that we
have already computed imodels and that there still exists a model,
which may be computed from all possible feature vector se-
quences of length N and whose probability P satisfies the condi-
tion P ≥ c ·max1≤ j≤i Pj. We further assume that the probability
for drawing an arbitrary length N sequence represented by a given
model is given by the model probability. Then, for the probabil-

ity P(n) of not being successfull in drawing such a model after n
trials the following inequality

P(n) ≤

(

1− max
1≤ j≤i

c ·Pj

)n

(13)

holds. Postulating that probability to fall below a desired lower

probability PMIN results in a minimum number of iterations n
(i)
MIN

for the computation of the i-th model, which is given by

n
(i)
MIN =

⌈

log(PMIN)

log
(

1−c ·max1≤ j≤i Pj

)

⌉

, (14)

where log(·) denotes the natural logarithm.

3 Application Example
As an application example, where SLDMs are used to model
a priori knowledge about speech feature vector trajectories, we
consider the model based feature dereverberation [2]. Such
an approach is typically required in hands-free human-machine
communication scenarios, where the captured microphone sig-
nal is corrupted by reverberation resulting from reflections of
the desired acoustic signal on walls and objects in the environ-
ment. The goal of the feature dereverberation approach is to

reconstruct the clean feature vector sequence {xm|1≤m≤M}
from the sequence of reverberant feature vectors denoted by
{ym|1≤ m≤M}, where M is the number of feature vectors
within a given speech utterance. The reconstruction is accom-
plished using the Bayesian approach, which aims at the estima-
tion of the mean of the posterior distribution

p(zm|y1, ...,ym) (15)

of the vector zm =
(

x
†
m−LC+1, ...,x

†
m

)†
, containing a certain

number LC of recent clean feature vectors, given all reverber-
ant observations up to the time instant m. The approach uses an
SLDM as a priori model for the dynamics of zm and an observa-
tion model relating the reverberant to the clean feature vectors. A
detailed description of this approach, which will be referred to in
the experimental results section, is given in [2].

4 Experimental Results
The proposed algorithm was employed for the initialization and
successive training of SLDMs for modeling the dynamics of
speech feature trajectories of connected digits speech utterances
of the AURORA5 database [6]. For that purpose we used the
training set consisting of 8623 clean training utterances of con-
nected digits. As speech features we used logarithmic Mel power
spectral coefficients, whose extraction was performed according
to a slightly modified version of the ETSI ES 201108 standard
described in detail in [2]. Based on the stochastic nature of the
initialization algorithm, we performed 100 experiments for the
initialization of each of the I ∈ {2, ...,6}models, which were then
retrained using 3 to 6 iterations of the EM algorithm similar to
[3]. The value for the constant c was empirically set to 0.05 and
that for the sequence length N to 9. The resulting total of 2000
different SLDMs were then employed as a priori models for the
previously mentioned feature enhancement algorithm, which was
applied to dereverberate the feature sequences of the AURORA5
noise-free living room test set consisting of 8700 utterances. The
parameter LC was set to 4. After enhancement, the feature vectors
were passed to an HMM based recognizer, whose acoustic mod-
els consisted of speaker independent word based HMMs with 16
states per word and 4 Gaussian mixture components per state.
Simple left-to-right models without skips over states were used.
The training of the HMM parameters and Viterbi decoding for
the recognition was carried out using HTK software [4].

The goal of this experiment was to investigate the influence
of the number I of models and number of EM iterations on the
dereverberation performance, which was measured by the result-
ing recognition accuracy. The histogram of the obtained recogni-
tion accuracies, where for each particular experiment and number
of models the maximum of the accuracies obtained with different
number of EM iterations is taken, is illustrated in Figure 1.
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Figure 1: Histograms of recognition accuracy [%] achieved for
the reverberant connected digits recognition task on the living
room test set of the AURORA5 database using the model based
feature dereverberation approach [2] with different a priori mod-
els for the speech features. Each occurrence in the histogram cor-
responds to a single initialization procedure, where the maximum
accuracy of the results with 3-6 EM iterations is taken.



First of all, it has to be noted that, independently of I and the
experiment, the accuracy baseline of 85.05% for a system with-
out feature dereverberation is considerably improved. It can be
observed that for a fixed number of models the accuracy results
have a relative broad dispersion attributable to the stochastic na-
ture of the algorithm. The means as well as the standard devia-
tion intervals considering all experiments for different number of
models are depicted in Figure 2. It can be seen that increasing the

2 3 4 5 6
I

A
cc
u
ra
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[%
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94.8

95

95.2

Figure 2: Mean recognition accuracy [%] (with corresponding
standard deviation intervals) obtained for the reverberant con-
nected digits recognition task on the living room test set of the
AURORA5 database using the model based feature dereverbera-
tion approach [2] averaged over all trained SLDMs for a given
I.

number of models only moderately improves average accuracy
with a saturation starting at about I = 4 models, where unfortu-
nately the standard deviations do not decrease.

In this context it is important to mention that increasing the
number of EM iterations does not necessarily lead to improved
recognition accuracies. This can be attributed to the optimiza-
tion criterion used for the EM algorithm, which is to maximize
the likelihood of the SLDM parameters given some training data.
However, this criterion does not in general coincide with the ac-
tually desired criterion of maximizing the recognition accuracy,
which is obtained if using the SLDM for the feature dereverbera-
tion and subsequently passing the enhanced features to the recog-
nizer. The formulation of an appropriate optimization criterion,
which is better correlated with the final word accuracy, however,
remains to be an open problem.

In general, it would be desireable to predict directly at the
training stage the optimal number of EM iterations. However, we
observed no significant correlation between the value of the like-
lihood on the training data and the recognition accuracy. Never-
theless, we found in all experiments that using less than 3 EM it-
erations significantly decreased the recognition accuracy. Reach-
ing this critical number is accompanied by a considerable de-
crease of the relative loglikelihood differences between succes-
sive iterations below an empirically determined value of about
10%. We suppose that these few iterations are required to train
the models from describing only the very local feature trajectory
behavior to also covering somehow the transitions between the
model specific trajectory parts.

In a last experiment, we compared the proposed method with
regard to the recognition accuracy with two other SLDM initial-
ization methods, namely with the iterative model splitting men-
tioned in the Introduction and with the approach of clustering
the bias vectors bi according to the FCM method. For the bias
clustering approach the state transition matrices Ai of all models
are assumed to be identity matrices. Thus, given the values of
the clustered biases bi, the state transition probabilities ai j and
the covariance matrices Vi are computed from an assignment of
all individual two-vector training sequences to one of the mod-
els similar to the computation of the covariance matrices Σi in
the second part of Algorithm 1 and the computation of the state
transition probabilities in Algorithm 3.

We restricted the investigation to the case I = 4, where we
used 4 EM iterations for the further model refinement. From cor-
responding results in Figure 3 it can be seen that the dispersion
of the results obtained with clustering the biases bi is distinctly
lower compared to that of the proposed method. The reason is
that the initialized SLDMs only slightly differ from each other,
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Figure 3: Histograms of recognition accuracy obtained for the
reverberant connected digits recognition task on the living room
test set of the AURORA5 database using the model based feature
enhancement approach with differently initialized SLDMs as a
priori speech feature models.

since they share the same state transition matrices Ai. The ac-
curacy with the deterministic iterative model splitting is even
slightly lower. In spite of the great dispersion of the accuracy
results of the proposed method, they are never worse than that of
the compared methods.

5 Conclusion
In this contribution we have presented an algorithm for the ini-
tialization of switching linear dynamical models to be used as a
priori models for the characterization of the dynamics of speech
feature vector trajectories. The proposed method belongs to the
category of stochastic initialization methods and is based on the
"‘k-means++"’-initialization procedure. The goal of the approach
is to obtain distinctly different well representative initial SLDMs,
which are then supposed to be iteratively refined by the applica-
tion of the expectation-maximization algorithm.

It was shown by experimental results, where the SLDMs
were employed for model based enhancement of reverberant fea-
tures of connected digit utterances, that in all experiments the ob-
tained SLDMs outperformed those initialized by iterative model
splitting or by clustering of the bias vectors with respect to the
accuracy achieved in a successive automatic speech recognition.
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